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Queue?2 is empty. Q1 can borrow resources from Queue2.
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LX) <M THE
.99,
+%6%% LINUX
OSSO L Jd L FOUNDATION

.

voLcano  SOURNATVE  TTIREGHF



Lemmm s

Namespace 2

Namespace 3!

I
|
|
I
|
I
|
1
7

Fair-share between job

A
[ |
HE EEEEEEE | o

small job-1 big job-2 weight: 1

Fair-share between namespace

\

[ \
‘..’ ns2 [0 (N (0 N N B ns3 | Queue2
| I |

S - Y
Job-3 Job-4 Job-5

. Running

task

Scheduler
«  Job[EIFIFEHE
« namespaceZ [ARIRHLE
«  BAZIZZPolicy(FIFO, Priority, Fair share , ...)

weight:2

Pending task

Nodes

0,09,
6%%%%

LK I IE I8 4
4 6 0 0 0

VOLCANO

\

CLOUD NATIVE

COMPUTING FOUNDATION

THE

L LINUX

FOUNDATION

THRER A



= IR E SRR

» Gang-Scheduling SLA

 GPU sharing
«  NUMA-Awareness
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« Job priority
 Job queue
- Job order

* Preemption
«  backfill
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« Co-location
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« Elastic scheduling
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apiVersion: batch.volcano.sh/v1alpha1
kind: Job
metadata:
name: test-job
spec:
minAvailable: 5 #min
tasks:
- replicas: 10 #max
template:
spec:
containers:
- image: train_script
resources:
nvidia.com/gpu: 1
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Kubelet start command with tiers:
- - plugins:

--topology-manager- :
policy=best-effort’ 4 - name: numa- %?
configuration aware t ~
Kube- arguments: . IRV - .
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apiserver

scheduler

support

Client

1.@ Support replicasets/job API

2. Add the ability to specify a scheduler & queue

3. Support backing off dynamic allocation increases if resources are "stuck”
4, Create a PodGroup with user specified minimum resources required

5. @ Support for specifiying executor/driver node selector

6. Support the Volcano Job API

SPARK-36057: Support volcano/alternative schedulers

More k8s native resource

RESOLVED

IN PROGRESS

OPEN

OPEN

RESOLVED

OPEN

Pod Group Queue
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- Schedule based on Pod Group - Introduce Queue
- Minimal Resource reservation (CPU/MEM) - Multi-tenants
- Job priority - Priority

- Fair-share

- Preempt

Helden Karau
Apache Spark
Unassigned
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Unassigned
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v1.0:

* GPU Sharing

* Preempt And
Reclaim Upgrade
to Beta

* Job Dynamic Scale
Up And Down

* Integrate With Flink
Operator

* DAG Job Based
On Argo
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vl. 4:

» Support Multiple
Volcano
Scheduler

» Support CPU
NUMA-Aware
Scheduling

» Support

Proportion Of
Resource For
GPU Node

Volcano: A Kubernetes Native Batch System

vl.b:

Reserve Resource for
Queue

Support spark Native As
Custom Scheduler
Support Task
Dependency

Support Specified
Nodes for Volcano in
Cluster

Add Tensorflow Job
Plugin

2022.H1

vl.6:

Resource management

» Hierarchy Queue
Inference

* GPU virtualization
Training

+ Elastic scheduling
Support Job DAG
scheduling
Stability Enhancement
Configuration hot update

2022.H2

v1.7:

Enhanced Plugin for
PyTorch Jobs

Ray on Volcano
Enhance Scheduling
for Kubernetes long-
running services
Support multi-arch
images for Volcano
Optimize Queue
Status Information

2023.H1

Heterogeneous computing
power enhancement
Jobflow orchestration engine
Hierarchy Queue
Multi-cluster scheduling
Data affinity scheduling
Utilization optimization
* Intelligent co-location
+ Efficient auto-scaling
* Small Job Backfill
Performance
* Improve Throughput
* Reduce Roundtrip
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oinll. Website: https://volcano.sh/en/
‘ ' Github: https://github.com/volcano-sh/volcano
R

Slack Channel: https://volcano-sh.slack.com/




